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Abstract

Two seminal works proved that the problem of undirected s-t connectivity is decidable deterministically
in logarithmic space. Reingold originally proved this fact [Rei08] while Rozenman and Vadhan gave
an alternative proof [RV05]. These two proofs remain the only ones demonstrating this fact.

Rozenman and Vadhan use the iterated application of the derandomized square in their proof.
They also show that this product could be used to analyze the Impagliazzo-Nisan-Wigderson (INW)
pseudorandom generator [INW94]. Even before Rozenman and Vadhan’s work, the INW generator
had been used to fool various models of computation, but many newer proofs that the INW generator
fools other models of computation often hinge on analysis through the derandomized square product.
For instance, it fools unbounded-width permutation branching programs with a single accept state,
with nearly optimal seed length [HPV21].

Reingold’s algorithm relies on the iterated application of a different graph product called the zig-zag
product, previously introduced in a work [RVW00] by Reingold, Vadhan, and Wigderson. The zig-zag
product was later shown to similarly have pseudorandom walk properties on regular graphs [RTV06].

In this thesis, we describe the construction of a “zig-zag pseudorandom generator.” Prior work
had already described a pseudorandom walk generator based on the zig-zag product, which was used
to visit all vertices in a connected undirected graph [RTV06]. Our contribution is that this “zig-zag
pseudorandom generator” can also (like the INW generator) be used to generate pseudorandom bits
that fool permutation branching programs with a single accept state, with a seed length of O(log n ·
(log logn+ log(1/ε))).

The generator is constructed without reference to the zig-zag product though it mimics the iterative
construction in Reingold’s algorithm under the hood. Our analysis will make use of the zig-zag prod-
uct’s spectral expansion properties and recently developed singular-value approximation techniques of
random walk matrices [APPSV23].
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1 Introduction

Intuitively, pseudorandom generators are meant to take a short string of truly random {0, 1}-valued
bits (called the seed) as input and produce a longer string of bits that are “pseudorandom” or “appear”
random to some function or class of functions.

Definition 1.1. Let F be a class of functions mapping {0, 1}n → R. We say that a distribution X
over {0, 1}n ε-fools F if for all f ∈ F , we have∣∣∣∣∣ E

x∼X
[f(x)]− E

x∼Un

[f(x)]

∣∣∣∣∣ = |E[f(X)]− E[f(Un)]| ≤ ε.

where Un is the uniform distribution on the set {0, 1}n

Definition 1.2. Let F be a class of functions mapping {0, 1}n → R. An ε-pseudorandom generator
(or ε-PRG) for F is a function G : {0, 1}s → {0, 1}n for which the distribution G(Us) ε-fools F . We
call s the seed length of the pseudorandom generator.

Oftentimes, we may denote the domain or codomain of a PRG to be arbitrary sets that we instead
encode as a set of appropriately-sized binary strings.

For many classes F of functions, it is often the case that there is standard argument involving
the probabilistic method to show that there exist non-explicit ε-PRGs for F with optimal seed length
O(log(n/ε)). Ideally, however, we would like a PRG to both be explicitly and efficiently computable
while still having as small a seed length as possible.

In this thesis, we will be interested in the class of functions that can be computed by a model known
as branching programs. Branching programs can be thought of as a directed acyclic graph, where at
each vertex the program queries one of the input bits and goes to either its successor via an edge
labeled 0 or the successor via an edge labeled 1 depending on the result. The fan-out of each vertex
must be 2 (and a decision tree is, in fact, the special case where the fan-in is 1). We are particularly
interested in read-once branching programs.s

Definition 1.3. A width-w length-n (standard-order) read-once branching program B is defined by
a start state v0 ∈ [w], a sequence of n transition functions B1, . . . , Bn : [w] × {0, 1} → [w], and a set
of accept states V ⊆ [w]. An input x ∈ {0, 1}n determines a sequence of states v0, v1, . . . , vn ∈ [w] by
the rule vi = Bi(vi−1, xi) for i > 0. The output of the program is given by

B(x) =

{
1 vn ∈ V

0 vn /∈ V
.

Equivalently, we can think of B as a directed graph with vertices arranged in n+ 1 layers, V0, . . . , Vn,
where |Vi| = w. For i < n, each vertex u ∈ Vi has two outgoing edges leading to Vi+1, one labeled 0
and the other labeled 1. There is a designated start vertex v0 ∈ V0, and there is a set of designated
accept vertices V ⊆ Vn. An input x ∈ {0, 1}n is interpreted as a sequence of edge labels, identifying a
path (v0, v1, . . . , vn) ∈ V0 × V1 × · · · × Vn.

Definition 1.4. A read-once branching program B with layers V0, V1, . . . , Vn is said to be

• a regular branching program if each vertex in V1, V2, . . . , Vn has two incoming edges.

• a permutation branching program if each vertex in V1, V2, . . . , Vn has two incoming edges with
distinct labels.

Even with constant width, branching programs are a relatively powerful model of computation.
Many functions that are hard for other models of computation (e.g., constant-depth AC0 circuits) can
be computed by constant-width branching programs. The parity function is a classic example of this
phenomenon.

Example 1.5. A width-2 length-4 permutation ROBP that computes x1 ⊕ x2 ⊕ x3 ⊕ x4, the parity
function on 4 bits, is given by the graph
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where s is the start vertex and t is the only accept vertex.

While designing explicit algorithms that take some number of truly (uniformly) random bits to
generate ideally exponentially more bits that “appear” random (e.g., to various classes of ROBPs) is a
worthy task in and of itself, PRGs have numerous applications in derandomization and cryptography.
For instance, if we would like to simulate randomness in computation efficiently, we can determinis-
tically generate pseudorandom strings from all possible seeds of such a suitable PRG and use these
strings instead of random ones.

As a more concrete example, let us say that A is a randomized log-space algorithm that decides
some language of binary strings. This means that the language is in the class BPL, the class of
languages that can be decided by a Turing machine that (on inputs of length n) halts, uses O(log n)
space, and poly(n) read-once random bits.

If σ is an input of length n that we feed into A, then the function f(x) := A(σ, x) on the random
bits used by A can be computed by a width-N length-N standard-order ROBP B for a suitable value
N = poly(n). Each state of the branching program encodes one of the at most poly(n) configurations
of the machine A.

So, if we wish to derandomize A, one method is to design a explicitly computable ε-PRG that
fools standard-order ROBPs. This is sufficient because the function f(x) of the random bits x of A
can be computed by the standard-order ROBP B. Simulating B on all pseudorandom strings from all
possible seeds (and taking a deterministic majority vote) can be done with O(logn) space and, with
small ε, is nearly as good as supplying B with truly random bits (and leaving the outcome to chance).

For these reasons, the construction of pseudorandom generators for various classes of ROBPs is a
well-studied field. For instance, the Nisan-Zuckerman generator is best employed when w ≫ n (i.e.,
for either wide or short branching programs).

Theorem 1.6 ([NZ96]). Let b > 0 and c ≥ 1 be constants. Then, for all w ∈ N, there is an explicit

2− log1−b w-PRG for width-w length-(logc w) standard-order ROBPs with seed length O(logw).

Nisan’s generator [Nis92] and later the Impagliazzo-Nisan-Wigderson (INW) generator [INW94] are
other classics example, best employed when w ≪ n (i.e., for narrow branching programs) or w = n.
Both generators work to prove the following theorem.

Theorem 1.7. For every n,w ∈ N and every ε > 0, there is an explicit ε-PRG for width-w length-n
standard-order with seed length O(log n · log(nw/ε)).

Nisan’s PRG and the INW generator follows similar intuition, but the details in their exact con-
structions are different. The INW generator has some advantages over Nisan’s PRG, not the least of
which is that the INW generator has turned out to be more flexible and amenable to analysis in other
models.

Largely due to the lack of progress on designing PRGs for general length-n branching programs
since the work of Nisan [Nis92], restricted classes of branching programs have received attention.

For example, with regards to regular branching programs, the following was proven by Braverman,
Rao, Raz, and Yehudayoff.

Theorem 1.8 ([BRRY14]). For every n,w ∈ N and ε > 0, there is an explicit ε-PRG for width-w
length-n standard-order regular ROBPs with seed length O(logn · (logw + log log n+ log(1/ε))).

Regular branching programs are of particular interest because general branching programs can be
reduced to regular branching programs with some blowup in the width.

Theorem 1.9 ([LPV23]). Let B be a width-w length-n standard-order ROBP computing some function
f : {0, 1}n → {0, 1}. Then, there exists a width-O(wn) length-n standard-order regular ROBP B′

computing f .
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This further motivates the study of wide branching programs, ones where w ≫ n, since sacrificing
width for “nicer” properties like regularity is often more amenable to analysis.

1.1 Main Result

In particular, for the main theorem, we further restrict from regular branching programs to permutation
branching programs but allow them to be unbounded in width. What is interesting about this model of
computation is that the usual probabilistic method fails [HPV21]. For instance, a counting argument
fails since unbounded-width permutation branching programs can compute doubly-exponentially many
distinct functions (even with a single accept state).

So, finding an explicit PRG or explicit PRGs for this model is an intriguing task. As it turns out,
the logw term in the seed length in theorem 1.8 is not necessary if we restrict the to permutation
branching programs, which means that the width can be unbounded.

Theorem 1.10. For every n ∈ N and ε > 0, there is an explicit ε-PRG for arbitrary-width, length-
n permutation branching programs with a single accept state. This PRG has seed length O(log n ·
(log logn+ log(1/ε))).

Theorem 1.10 was originally proven by Hoza, Pyne, and Vadhan [HPV21] using the INW gener-
ator. They also demonstrated that the seed length was nearly as any ε-PRG for unbounded-width
permutation branching programs must have seed length at least Ω(logn · log(1/ε)).

Analysis of the INW generator was reframed by Rozenman and Vadhan [RV05] in terms of a
pseudorandom walk on an iterated graph product relying on the derandomized square product. In
that work, Rozenman and Vadhan introduced the derandomized square product and used it to give
another proof of Reingold’s seminal theorem that there exists a deterministic log-space algorithm for
deciding the undirected s-t connectivity problem [Rei08].

Hoza, Pyne, and Vadhan’s analysis also involved unit-circle approximations of random walk matri-
ces. The theory of unit-circle approximation [AKMPSV20] has more generally been used to understand
fixed-length walks on graph products like the derandomized square product, whereas Rozenman and
Vadhan focused on how the derandomized square product preserved the connected components of the
original graph.

We will present an alternative proof of Theorem 1.10 based on a “zig-zag pseudorandom generator.”
A pseudorandom walk generator based on the zig-zag product had already been considered prior to
this [RTV06]. This PRG, as it turns out, is related to Reingold’s original log-space algorithm for
deciding the undirected s-t connectivity problem. In that algorithm, Reingold employs an iterated
graph product relying on the zig-zag product instead.

The theory of singular-value approximation [APPSV23] will be employed in a similar manner here.
Reingold focused on how the zig-zag product preserved the connected components of some original
graph (i.e., how quickly a random walk on the graph product can mix to a uniform distribution
compared to the original graph), but we are interested in comparing fixed-length random walks on a
zig-zag product to those on the original graph.

2 Preliminaries

The set of positive integers is denoted by N, and the set of non-negative integers is denoted by N0 =
N ∪ {0}.

Unless otherwise noted, || · || is always taken to be the standard Euclidean norm. Take JN to be
the N -by-N matrix in which all entries are 1/N , and take IN to be the N -by-N identity matrix. If the
subscripts are omitted from either matrix, we take them to be a appropriate size given the situation.

For a directed multigraph G, we define its adjacency matrix AG by

AG(u, v) =

{
1 there is an edge to v from u

0 otherwise

If G is regular with degree d, we let MG = d−1AG denote the random walk matrix (normalized
adjacency matrix) of the graph. We will often abuse notation and write G for MG, where it is
applicable.
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The tensor product of two vector u ∈ Rn and v ∈ Rm is the vector u ⊗ v ∈ Rnm defined by
(u ⊗ v)(a,b) = ua · vb. The tensor product of two matrices A ∈ Rn×n and B ∈ Rm×m is the unique
matrix A⊗B such that (A⊗B)(u⊗ v) = (Au)⊗ (Bv) for all u, v.

The set {1, 2, . . . , N} is denoted by [N ]. Vectors in RN will be used to denote probability distribu-
tions on [N ]. We make use of the following relevant probability distributions over {0, 1}n:

• uN denotes the uniform distribution.

• Ax denotes push-forward distribution of a probability distribution x on [N ] by the linear trans-
formation A (an N -by-N matrix).

The set of all binary strings of length n will be denoted by {0, 1}n, and the set of all binary strings of
finite length will be denoted by {0, 1}∗. We make use of the following relevant probability distributions
over {0, 1}n:

• Un denotes the uniform distribution.

• f(X) denotes push-forward distribution of a probability distribution X on a finite set S by the
function f : S → {0, 1}n.

3 Expander Graphs

Before constructing the zig-zag PRG, the basic theory of expander graphs must be developed. The
expansion parameter of a graph G essentially capture the notion of how “well-connected” G is.

Definition 3.1. Let G be a regular directed multigraph on N vertices. Then, the spectral expansion
parameter is

λ(G) = max
x⊥uN

||Gx||
||x||

∈ [0, 1].

Here, the maximum is taken over all non-zero vectors x ∈ RN that are orthogonal to uN .

This definition essentially encodes how slowly the component of a vector orthogonal to the uniform
distribution uN will disappear under a random walk. λ(G) being closer to 0 means that it happens
more quickly while λ(G) being closer to 1 means that it happens more slowly.

Assuming that G is connected and non-bipartite, uN is the stationary distribution for a Markov
chain modeling a random walk on a regular graph. That is, under these conditions, the uniform
distribution is the unique probability vector for which GuN = uN and for which Gkv → uN for all
other probability vectors v.

The following is a well-known linear algebraic characterization of the spectral expansion parameter
λ(G) of any regular directed multigraph G.

Proposition 3.2. For a regular directed multigraph G, λ(G) is the square root of second largest
eigenvalue of the matrix G⊤G.

Proof. Clearly, G⊤G is not only symmetric but also positive semi-definite since

v⊤G⊤Gv = (Gv)⊤(Gv) = ||Gv||2 ≥ 0

for all v ∈ RN .
So, by the spectral theorem of positive semi-definite matrices, all its eigenvalues µ1 ≥ µ2 ≥ · · · ≥ µN

are real numbers in [0, 1], and their corresponding eigenvectors v1, . . . , vN form an orthonormal basis
in RN . We can take v1 =

√
NuN because uN is an eigenvector with eigenvalue 1.
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Let x ∈ RN be orthogonal to uN and thus to v1. Then, there exist unique real numbers α2, . . . , aN
for which x = α2v2 + · · ·+ αNvN . As the basis is orthonormal, we have ||x||2 = α2

2 + · · ·+ α2
N . So,

||Gx||2 = x⊤G⊤Gx =

(
N∑
i=2

αivi

)⊤

G⊤G

(
N∑
i=2

αivi

)

=

(
N∑
i=2

αiv
⊤
i

)(
N∑
i=2

αiG
⊤Gvi

)
=

(
N∑
i=2

αiv
⊤
i

)(
N∑
i=2

αiµivi

)

=

N∑
i=2

N∑
j=2

αiαjµjv
⊤
i vj =

N∑
i=2

α2
iµi ≤

N∑
i=2

α2
iµ2 = ||x||2µ2

yielding λ(G) ≤ √
µ2. The other direction follows by noticing equality holds above if and only if

x = v2.

In the case that G is undirected, λ(G) becomes the second largest eigenvalue of the symmetric
matrix G, in absolute value.

Definition 3.3. Let G be a D-regular directed multigraph on N vertices, with λ(G) ≤ λ < 1. Then,
G is said to be a (N,D)-regular graph and a (N,D, λ)-expander graph.

Due to the following theorem, a large class of graphs are expanders going by Definition 3.1. The gap
between λ(G) and 1 could be very tiny, but there is always a separation under certain basic conditions.

Theorem 3.4 ([AS00]). Let G be a connected and non-bipartite (N,D)-regular graph. Then, we have

λ(G) ≤ 1− 1

DN2
.

3.1 Labelings

There are two ways of labeling (expander) graphs that we will make use of throughout this thesis.

Definition 3.5. A one-way labeling of a (N,D)-regular graph assigns a label in [D] to each edge
(u, v) such that the labels of the outgoing edges of each vertex u are distinct.

If G has a one-way labeling for which the labels of the incoming edges of each vertex u are distinct,
this one-way labeling is said to be consistent.

If G has a one-way labeling, let G[u, i] denote the vertex v such that (u, v) is labeled i.

Definition 3.6. A two-way labeling of a (N,D)-regular graph G assigns two labels in [D] to each
edge (u, v): one as an edge incident to u (the “outgoing label”) and one as an edge incoming to v (the
“incoming label”). We require that for every vertex u, the outgoing labels of the outgoing edges of u
are distinct and the incoming labels of the incoming edges of u are distinct.

If G has two-way labeling, we define the rotation map RotG : [N ] × [D] → [N ] × [D] by letting
RotG(u, i) = (v, j) if there is an edge (u, v) with outgoing label i and incoming label j.

It is not hard to see that a graph has a two-way labeling if it has a consistent one-way labeling.
The proof of the following lemma more or less follows by definition.

Lemma 3.7. If G is a (N,D)-regular graph with a consistent one-way labeling, then we can extend G
to a graph that has a two-way labeling given by

RotG(v, i) = (G[v, i], i)

for all v ∈ [N ] and all i ∈ [D].
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3.2 Explicitness

To be able to use expander graphs for the construction of pseudorandom generators (and for other
computational reasons), we would like to have computationally explicit constructions of graphs, given
bounds on time and space resources too.

There are many different notions of explicitness depending on what is necessary. We will follow
Alon’s definitions [Alo21] since they are natural for log-space computation.

Definition 3.8. A family of regular directed multigraphs G is called explicit if there is a poly(ND)-
time and O(log(ND))-space deterministic algorithm that outputs the graph G ∈ G given the number
N of vertices in G and the degree D of G.

Definition 3.9. A family of regular directed multigraphs G with two-way labelings is called strongly
explicit if, for all G ∈ G, RotG(v, a) can be computed by a poly(log(ND))-time and O(log(ND))-space
deterministic algorithm given the number N of vertices in G, the degree D of G, a vertex v ∈ [N ], and
an edge label a ∈ [D].

We will discuss specific strongly explicit expanders that will be used in the construction of the
zig-zag PRG later.

3.3 Basic Graph Products

Graph products are ways of obtaining new graphs from one or more other constituent graphs. We
define some basic ones in this subsection.

Definition 3.10. Let G be a (N,D)-regular graph with a two-way labeling, and let t ≥ 2 be an
integer. Then, the t-th power Gt of G is the (N,Dt)-regular graph with a two-way labeling whose
rotation map RotGt is defined by

RotGt(v0, (k1, k2, . . . , kt)) = (vt, (k
′
t, k

′
t−1, . . . , k

′
1))

where we define (vi, k
′
i) = RotG(vi−1, ki) for all i ∈ [t],

Intuitively, Gt joins vertices u and v for which there exists a walk of length exactly t between u
and v in G. Since G is a multigraph, edges in G can have multiplicity strictly greater than one in this
walk (i.e., edges can be reused). Also, Gt itself is a multigraph because there can be multiple edges
between vertices in Gt (due to multiple distinct walks from on vertex to another).

For the graph products defined in this subsection, we focus on the case where graphs are equipped
with two-way labelings. Then, we can get the case where graphs are equipped with consistent one-way
labelings by applying Lemma 3.7. For the zig-zag product (defined in a later section), it is non-trivial
to show that the definition with a two-way labeling agrees with a definition with a consistent one-way
labeling, which we demonstrate by Lemma 5.5.

If we want to notate Gt in the setting of (not necessarily consistent) one-way labelings, this yields
a recursive definition given by

Gt[v0, (k1, k2, . . . , kt)] = G[Gt−1[v0, (k1, k2, . . . , kt−1)], kt]

for all integers t ≥ 2, where G1 is the graph G.
The following fact is immediate from the linear algebraic properties of the random walk matrices

of graphs.

Fact 3.11. For a (N,D, λ)-expander graph G with a two-way labeling and an integer t ≥ 2, Gt is a
(N,Dt, λt)-expander graph with a two-way labeling.

Furthermore, we can also take the power of graphs with consistent one-way labelings to get more
graphs with consistent one-way labelings. If each vertex of G has (both its incoming and outgoing)
edges labeled with distinct labels in [D], then each vertex of Gt can have its (both its incoming and
outgoing) edges labeled with distinct labels in [D]t, a tuple of t labels in [D].

6



Definition 3.12. Let G be a (N1, D1)-regular graph with a two-way labeling, and let H be a (N2, D2)-
regular graph with a two-way labeling. Then, the tensor product G⊗H is (N1N2, D1D2)-regular graph
with a two-way labeling whose rotation map is defined by

RotG⊗H((u, v), (k, ℓ)) = ((u′, v′), (k′, ℓ′))

where RotG(u, k) = (u′, k′) and RotH(v, ℓ) = (v′, ℓ′).

Intuitively, a single step on the graph G⊗H involves two independent steps, one on the graph G
and one on the graph H, that are reflected coordinate-wise in the vertex set [N1]× [N2].

Again, notating this in the setting of (not necessarily consistent) one-way labelings, this yields a
cleaner definition given by

(G⊗H)[(u, v), (k, ℓ)] = (G[u, k], H[v, ℓ]).

The following fact is also mostly immediate from the linear algebraic properties of the random walk
matrices of graphs.

Fact 3.13. For a (N1, D1, λ1)-expander graph G with a two-way labeling and (N2, D2, λ2)-expander
graph H with a two-way labeling, G ⊗ H is a (N1N2, D1D2,max{λ1, λ2})-expander graph with a
two-way labeling.

Naturally, consistent one-way labelings are also preserved under tensor products (just as they are
under powering).

The bound on the spectral expansion parameter is the only part of this fact that requires some
work. To see it, recall that (G⊗H)⊤ = G⊤ ⊗H⊤ and thus

(G⊗H)⊤(G⊗H) = (G⊤ ⊗H⊤)(G⊗H) = (G⊤G)⊗ (H⊤H)

So, the eigenvectors of (G ⊗ H)⊤(G ⊗ H) are precisely vectors of the form u ⊗ v where u is an
eigenvector of G⊤G and v is an eigenvector of H⊤H. Letting α and β be the eigenvalues associated
to u and v respectively, we get

(G⊗H)⊤(G⊗H)(u⊗ v) =
(
(G⊤G)⊗ (H⊤H)

)
(u⊗ v) = (G⊤Gu)⊗ (H⊤Hv)

= (αu)⊗ (βv) = αβ(u⊗ v)

The square root of the second largest eigenvalue of G⊗H is thus either λ(G) · 1 or 1 · λ(H) since
λ(G)2 and λ(H)2 are the second largest eigenvalues of G and H, respectively.

4 The Zig-Zag PRG

We now describe the “zig-zag pseudorandom generator” in detail. This PRG will actually be a pro-
jection (in terms of the output, as a function) of a function that appears in a sequence of “bigger”
pseudorandom generators.

First, we will discuss two operations on functions that we can compose in some order to obtain this
sequence of PRGs. The first is an operation analogous to powering for functions.

Definition 4.1. Let F : A × S → A × T , and let k ≥ 2 be an integer. Then, taking F 1 = F , define
F k : A× Sk → A× T k inductively

F k(a(0), (s1, . . . , sk)) = (a(k), (t1, . . . , tk))

for all a(0) ∈ A and all s1, . . . , sk ∈ S. Here, we define (a(i), ti) = F (a(i−1), si) for all i ∈ [k].

Notice that there is some auxiliary state in A that does not get powered when we operate on G to
obtain Gk. Instead, a single such that gets transformed k times throughout each

The second is an operation that relies on a regular graph, and we will call it the “zig-zag operation”
on functions. It enlarges the auxiliary state set from A to A×S while shrinking the rest of the domain
(assuming the degree D of the graph is less than the size of S).
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Definition 4.2. Let F : A × S → A × T , and let H be a (|S|, D)-regular graph. Then, define
(F ∼ H) : (A× S)× [D]2 → (A× S)× T by

(F ∼ H)((v, a), ij) = ((πA ◦G(v,H[a, i]),H2[a, ij]), πT ◦G(v,H[a, i]))

for all v ∈ A, all a ∈ S, and all i, j ∈ [D]. Here, πA and πT are the projection operators on A×T onto
A and T (respectively).

In the above definition (and from this point forward), we often omit commas in expressing elements
of Cartesian products. This is especially where it might be irrelevant to include them or obvious to
exclude them.

For each k ∈ N, our k-th PRG BIGENk will take as input a sequence of k labels in [D16] and a
sequence of 16 labels in [D], producing as output a sequence of k labels in [D16] and an additional
sequence of 8k labels in [D16]. Since we will be able to fix D to be a power of 2 in our choice of the
degree of a regular graph H, we can encode all of these sets as sets of binary strings.

Definition 4.3. Let D be a power of 2, and let H be a (D16, D)-regular graph. We define a sequence

{BIGENk : k ∈ N0}, where BIGENk : [D16]k × [D]16 → [D16]k × [D16]8
k

, inductively by

BIGENk+1 = (BIGENk ∼ H)8

where BIGEN0 is defined to be the identity function on [1]× [D16].

In the above definition, we omit [1] as the first component to the auxiliary state of BIGENk for
each k ∈ N. Since [D]16 is equal to [D16], it is possible to apply the zig-zag operation and enlarge the
auxiliary state set by a factor from [D16]k to [D16]k × [D16] = [D16]k+1 at the start of each iteration.

The component of the input that is in [D16]k is the auxiliary part of input and the component of
that is in [D]16 is the main part of the input: these correspond to A and S before the application of
the zig-zag operation at the start of each iteration. Similarly, the component of the output that is in

[D16]k is the auxiliary part of the output and the component of the output that is in [D16]8
k

is the
main part of the output: these correspond to A and T before the application of the zig-zag operation
at the start of each iteration.

Definition 4.4. For each n ∈ N, let GENn : [D16]log8 n × [D]16 → {0, 1}n be defined by

GENn(a1 · · · alog8 n, i1i2 · · · i16) = b1b2 · · · bn

where

(a′1 . . . a
′
log8 n, s1s2 · · · sn) = BIGENn(a1 · · · alog8 n, i1i2 · · · i16)

and, for each i ∈ [n], bi is the first bit of si.

Essentially, in our restriction above, we ignore the auxiliary part of the output and focus on only
the first bit of each item in [D16] in the main part of the output.

Again, since D is a power of 2, this naturally yields a PRG in the style of Definition 1.1, where the
domain is a set of binary strings with some fixed seed length.

Fact 4.5. For D = poly((logn)/ε), the seed length of GENn is O(log n · (log logn+ log(1/ε))).

This is exactly what we will need to prove Theorem 1.10.
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5 The Zig-Zag Product

To analyze this zig-zag PRG, we rely on iterated graph products with expander graphs. Just as how
the derandomized square product can be used to analyze the INW generator, the zig-zag product
will be used to analyze the aptly-named zig-zag generator. The zig-zag product of two graphs was
originally developed by Reingold, Vadhan, and Wigderson [RVW00].

Definition 5.1. Let G be a (N,K)-regular graph with a two-way labeling, and let H be a (K,D)-
regular graph with a two-way labeling. Then, the zig-zag product G z○H is defined to be the (NK,D2)-
regular graph whose rotation map is defined by

RotG z○H((v, k), (i, j)) = ((w, ℓ), (i′, j′))

where we compute the following in order:

1. (k′, i′) = RotH(k, i)

2. (w, ℓ′) = RotG(v, k
′)

3. (ℓ, j′) = RotH(ℓ′, j)

Intuitively, we can think of one random step in the zig-zag product G z○H as involving one random
step in a copy of H located at some vertex of G, one deterministic step in G to move between the
various copies of H (according to labels), and one random step in another copy of H located at this
other vertex of G.

Each copy of H is like a “cloud” that contributes K vertices for each vertex in G (of which there
are N). This naturally yields the NK vertices that compose G z○H.

Example 5.2. If G is the complete graph K4 on 4 vertices and H is the cycle C3 on 3 vertices, one
step on the graph G z○H consists of the three steps outlined below (a zig in copy of H, a zag across
copies of H, and a zig in another copy of H).

v1 v2

v3 v4

Hv1
Hv2

Hv3 Hv4

zig

zag

zig

We omit the labelings of edges here for clarity, but the labels of vertices {1, 2, 3} in each copy of H
should correspond to (two-way) labels of edges in G for the zag.

As an implicit labeling to employ in the zag, a vertex in a copy of H should correspond to the edge
of G it coincides with. The complete zig-zag product G z○H with this in mind is drawn below (where
the edges in gray are the edges within copies of H, not edges in G z○H).
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This intuitive way of thinking about the zig-zag product can be formalized with the following
decomposition of the random walk matrix of G z○H into three matrices that depends on G and H
(ultimately a zig, a zag, and another zig).

Lemma 5.3. Let G be a (N,K)-regular graph, and let H be a (K,D)-regular graph. If we define
P ∈ {0, 1}NK×NK to be the permutation matrix corresponding to the map RotG, we have

G z○H = (IN ⊗H)P (IN ⊗H) (1)

Proof. Let e(v,k) = ev ⊗ ek be an arbitrary basis vector in RNK . Here, ev ∈ RN and ek ∈ RK are the
vectors with all zeroes except for a one in the v-th entry and in the k-th entry, respectively.

Define k′1, k
′
2, . . . , k

′
D to be the D neighbors of k in H. Define RotG(v, k

′
i) = (wi, ℓ

′
i) for each i ∈ [D].

Define ℓi1, ℓi2, . . . , ℓiD to be the D neighbors of ℓ′i in H for each i ∈ [D].
Note that {(wi, ℓij) : i, j ∈ [D]} are precisely the D2 neighbors of (v, k) in G z○H. Thus, by

properties of the random walk matrix of graphs, we get

(G z○H)e(v,k) =
1

D2

D∑
i=1

D∑
j=1

e(wi,ℓij)

On the other hand, we first have

(IN ⊗H)e(v,k) = (IN ⊗H)(ev ⊗ ek) = ev ⊗ (Hek)

= ev ⊗

(
1

D

D∑
i=1

ek′
i

)
=

1

D

D∑
i=1

ev ⊗ ek′
i
=

1

D

D∑
i=1

e(v,k′
i)

By the definition of P , we know Pe(v,k′
i)
= e(wi,ℓ′i)

for all i ∈ [D]. So, we then have

P (IN ⊗H)e(v,k) = P

(
1

D

D∑
i=1

e(v,k′
i)

)
=

1

D

D∑
i=1

Pe(v,k′
i)
=

1

D

D∑
i=1

Pe(wi,ℓ′i)

Finally, we have

(IN ⊗H)P (IN ⊗H)e(v,k) = (IN ⊗H)

(
1

D

D∑
i=1

e(wi,ℓ′i)

)
=

1

D

D∑
i=1

(IN ⊗H)e(wi,ℓ′i)

=
1

D

D∑
i=1

(IN ⊗H)(ewi
⊗ eℓ′i) =

1

D

D∑
i=1

ewi
⊗ (Heℓ′i)

=
1

D

D∑
i=1

ewi
⊗

(
1

D

D∑
j=1

eℓij

)
=

1

D2

D∑
i=1

D∑
j=1

ewi
⊗ eℓij =

1

D2

D∑
i=1

D∑
j=1

e(wi,ℓij)
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Two NK-by-NK matrices are equivalent as operators if and only if they act the same on the
complete set of basis vectors {e(v,k) : v ∈ [N ], k ∈ [K]}. Thus, G z○H = (IN ⊗H)P (IN ⊗H).

The matrix P in this decomposition consists of only zeroes and ones because an input (v, k) to the
rotation map of G has precisely one output. This is an indication that the zag substep of a random
step on the zig-zag product is indeed deterministic. That is, the label in [K] of the vertex of the
current copy of H is the outgoing label in [K] of the edge of G that must be taken in this substep.

The zig-zag product G z○H admits nice spectral properties if G and H do as well. The following
result is a nice bound that demonstrates this fact though it is not part of the proof of Theorem 1.10.

Lemma 5.4 ([RVW00]). Let G be a (N,K, λ)-expander graph with a two-way labeling, and let H be a
(K,D, µ)-expander graph with a two-way labeling, then G z○H is a (ND, d2, g(λ, µ))-expander graph,
where

f(λ, µ) =
1

2
(1− µ2)λ+

1

2

√
(1− µ2)2λ2 + 4µ2 ≤ λ+ µ

and the function f is monotonically increasing in λ and µ.

Just as we did for the other graph products, we can write out a one-way labeling of the zig-zag
product G z○H. In fact, we will write out consistent one-way labeling of G z○H (assuming a consistent
one-way labeling of G) and show that it follows from the original definition.

Lemma 5.5. Let G be a (N,K)-regular graph with a consistent one-way labeling, and let H be a
(K,D)-regular graph with a consistent one-way labeling. Then, for any v ∈ [N ], k ∈ [K], and i, j ∈ [D],
we have

(G z○H)[(v, k), (i, j)] = (G[v,H[k, i]], H2[k, (i, j)]) (2)

by the definition of G z○H, and G z○H has a consistent one-way labeling itself.

When we take a step along the first coordinate of the zig-zag product (i.e., the zag substep, which
uses the rotation map of G), the second coordinate of the zig-zag product should not change with
a consistent one-way labeling. Such a change may happen with a two-way labeling which cannot be
made into a consistent one-way labeling, which is why this assumption is necessary.

Proof of Lemma 5.5. Notice by definition that (v, k) is adjacent to (w, ℓ) in G z○H if and only if we
have all of

1. RotH(k, i) = (k′, i′)

2. RotG(v, k
′) = (w, ℓ′)

3. RotH(ℓ′, j) = (k′, j′)

for some k′, ℓ′ ∈ [K] and i, j, i′, j′ ∈ [D]. As G and H are equipped with consistent one-way labelings,
we deduce that i = i′ and j = j′ and k′ = ℓ′.

Now, since k′ = H[k, i] and ℓ = H[ℓ′, j], we have ℓ = H2[k, (i, j)]. So, the second coordinate of (2)
is correct. We also have w = G[v, k′] = G[v,H[a, i]]. So, the first coordinate of (2) is correct.

Finally, to prove that G z○H has a consistent one-way labeling, fix (i, j) and suppose that

(G z○H)[(v, k), (i, j)] = (G z○H)[(v′, k′), (i, j)].

It suffices to show that v = v′ and k = k′. Indeed, by decomposing (2), we have

G[v,H[k, i]] = G[v′, H[k, i]] and H[H[k, i], j] = H[H[k′, i], j]

As H has a consistent one-way labeling, we get H[k, i] = H[k′, i]. Again, using the fact that H has
a consistent one-way labeling, this implies that k = k′.

Since k = k′, H[k, i] = H[k′, i]. As G has a consistent one-way labeling, we get v = v′ from
G[v,H[k, i]] = G[v,H[k′, i]].
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Now, the sequence {BIGENk : k ∈ N} of PRGs from Definition 4.3 is closely tied to the iterative
construction of a graph product used in Reingold’s algorithm given an initial graph G and an auxiliary
expander graph H. This will form the basis for our analysis of the zig-zag PRG.

For the purposes of later analysis, the initial graph G should be thought of a permutation branching
program, or its corresponding layered acyclic graph outlined in Definition 1.3 more specifically. By
definition, this graph should have a consistent one-way labeling already.

To make this graph regular, we can add two edges (labeled 0 to 1) from the i-th vertex in the final
layer to the i-th vertex of the first later. We call this “wraparound.” In order for the degree of the
graph to be D16 instead of 2, we can duplicate each edge D16/2 times and have the original label of
each edge be the first bit of the new label.

Definition 5.6. Let G be a (N,D16)-regular graph and H be a (D16, D)-regular graph, each with a
consistent one-way labeling. Then, define a sequence {T k(G,H) : k ∈ N0} inductively in the following
way:

• T 0(G,H) = G

• T k(G,H) =
(
T k−1(G,H) z○H

)8
for each k ∈ N

Let Tn(G,H) denote the graph T log8 n(G,H) for a chosen number n.

For each k ∈ N, T k(G,H) is a D16-regular graph on the vertex set [N ] × [D16]k. The component
of the vertex set in [D16]k will be called the auxiliary component of some vertex v ∈ [N ] × [D16]k,
matching the language of the first components of the input and the output to BIGENk.

We can extend the consistent one-way labeling of the zig-zag product by directly writing out the
8th power to understand the iterative step in Definition 5.6. That is, we have

T k(G,H)[(v, a), i1i2 · · · i16)] = (T k−1(G,H)8[v,H[a, i1]H
3[a, i1i2i3]H

15[a, i1i2 · · · i15]],
H16[a, i1i2 · · · i16)])

for each k ∈ N.
There is an intimate connection between the sequence {BIGENk : k ∈ N} of PRGs defined earlier

and the sequence {T k(G,H) : k ∈ N} of these graphs, if we construct them with the same auxiliary
graph H.

Theorem 5.7. Let G be a (N,D16)-regular graph and H be a (D16, D)-regular graph, each with a
consistent one-way labeling. Then, for all k ∈ N, we have

T k(G,H)[(v, a1, . . . , ak), i1i2 · · · i16] = (G8k [v, π2 ◦ BIGENk(a1 · · · ak, i1i2 · · · i16)],
π1 ◦ BIGENk(a1 · · · ak, i1i2 · · · i16))

where π1 and π2 are the projection operators on [D16]k×[D16]8
k

onto [D16]k and [D16]8
k

(respectively),
the auxiliary and main parts of the output.

Proof. Throughout this proof, let Gk = T k(G,H), for simplicity. We proceed by induction on k.
The base case follows by first writing out a formula for BIGEN1. Since BIGEN0 is the identity

function on [1]× [D16], we have

(BIGEN0 ∼ H)((1, a), i1i2) = ((π[1] ◦ BIGEN0(1, H[a, i1]), H
2[a, i1i2]), π[D16] ◦ BIGEN0(1, a))

= ((1,H2[a, i1i2]), H[a, i1]).

where a ∈ [D16] and i1, i2 ∈ [D].
From now on, we can omit the first component of the auxiliary state (the element of [1]). So, we

write (BIGEN0 ∼ H)(a, i1i2) = (H2[a, i1i2], H[a, i1]) instead.
Powering this function 7 more times yields various points along a walk on H according to the labels

i1, i2, . . . , i16 ∈ [D]. That is, (BIGEN0 ∼ H)(a, i1i2) = (H2[a, i1i2], H[a, i1]) and

(BIGEN0 ∼ H)(H2j [a, i1i2 · · · i2j−1i2j ], i2j+1i2j+2)

= (H2[H2j [a, i1i2 · · · i2j−1i2j ], i2j+1i2j+2], H[H2j [a, i1i2 · · · i2j−1i2j ], i2j+1])

= (H2j+2[a, i1i2 · · · i2j+1i2j+2], H
2j+1[a, i1i2 · · · i2j , i2j+1])
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for each j ∈ [7]. So, we get

BIGEN1(a, i1i2 · · · i16) = (H16[a, i1i2 . . . i16], H[a, i1]H
3[a, i1i2i3]H

15[a, i1i2 . . . i15])

Finally, by the definition of the (8th power of) zig-zag product, we get

G1[(v, a), i1i2 · · · i16] = (G0 z○H)8[(v, a), i1i2 · · · i16]
= (G z○H)8[(v, a), i1i2 · · · i16]
= (G8[v,H[a, i1]H

3[a, i1i2i3]H
15[a, i1i2 . . . i15]], H

16[a, i1i2 . . . i16])

= G8[v, π2 ◦ BIGEN1(a, i1i2 · · · i16), π1 ◦ BIGEN1(a, i1i2 · · · i16)]).

For the inductive case, assume that our claim holds true for Gk as our inductive hypothesis. That
is, for some k ∈ N, we have

Gk[(v, a1, . . . , ak), i1i2 · · · i16] = (G8k [v, π2 ◦ BIGENk(a1 · · · ak, i1i2 · · · i16)],
π1 ◦ BIGENk(a1 · · · ak, i1i2 · · · i16))

where v ∈ [N ], each aj ∈ [D16], and each ij ∈ [D].
In trying to determine what BIGENk+1 does to an input (a1a2 · · · akak+1, i1i2 · · · i16), we first define

a′k+1 = H16[ak+1, i1i2 · · · i16] and

ej = H2j−1[ak+1, i1i2 · · · i2j−1]

for each j ∈ [8].
Write a(0) = a1 · · · ak, and denote ak+1 as a “walk” on H starting from ak+1 by H0[ak+1, i1i2 . . . i0].

Then, letting (a(j), e(j)) = BIGENk(a
(j−1), ej) for each j ∈ [8], we have

(BIGENk ∼ H)((a(j−1), H2j−2[ak+1, i1i2 · · · i2j−2]), i2j−1i2j)

= ((a(j), H2j [ak+1, i1i2 · · · i2j ]), e(j))

and

Gk[(v, a
(j−1)), ej ] = (G8k [v, e(j)], a(j))

for each j ∈ [8]. The latter follows by the inductive hypothesis.
With all these labels defined, we now can write

BIGENk+1(a
(0)ak+1, i1i2 · · · i16) = (a(8)a′k+1, e

(1)e(2) · · · e(8)).

By multiple applications of the inductive hypothesis, we can also write

G8
k[(v, a

(0)), e1 · · · e8] = G7
k[(G

8k [v, e(1)], a(1)), e2 · · · e8]

= G6
k[(G

2·8k [v, e(1)e(2)], a(2)), e3 · · · e8]

= · · · = Gk[(G
7·8k [v, e(1)e(2) · · · e(7)], a(7)), e8]

= (G8k+1

[v, e(1) · · · e(8)], a(8))

Finally, by the definition of the (8th power of) zig-zag product, we get

Gk+1[(v, a1 · · · akak+1), i1i2 · · · i16]
= (Gk z○H)8[(v, a1 · · · akak+1), i1i2 · · · i16]
= (G8

k[(v, a1 · · · ak), H[ak+1, i1]H
3[ak+1, i1i2i3] · · ·H15[ak+1, i1i2 . . . i15]],

H16[ak+1, i1i2 . . . i16])

= (G8
k[(v, a1 · · · ak), e1 · · · e8], ak+1) = (G8

k[(v, a
(0)), e1 · · · e8], a′k+1)

= ((G8k+1

[v, e(1) · · · e(8)], a(8)), a′k+1) = (G8k+1

[v, e(1) · · · e(8)], a(8)a′k+1)

= (G8k+1

[v, π2 ◦ BIGENk+1(a1 · · · akak+1, i1i2 · · · i16)],
π1 ◦ BIGENk+1(a1 · · · akak+1, i1i2 · · · i16)).

This completes the induction and thus the proof of the claim.
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So, a random starting auxiliary vertex and a random step on T k(G,H) is exactly a uniform random
input to the generator BIGENk. When passing such an input into BIGENk, it yields a pseudorandom
walk of length 8k on G in the main part of the output.

The two projections outlined in Definition 4.4 correspond to projecting the pseudorandom step
from taking place on Gn ⊗ J to taking place on Gn (i.e., ignoring the auxiliary components of the
vertices) and to ignoring all but the first bit of the edge label. Thus, a random starting auxiliary vertex
and a random step on Tn(G,H) is exactly a uniform random input to the zig-zag PRG GENn.

6 Singular-Value Approximation

In [Rei08], Tn(G,H) is shown to have preserved the connectivity properties of a graph G, which allowed
Reingold to develop his deterministic log-space algorithm for testing the connectivity of a graph G.

Tn(G,H) and the other graphs in the sequence {T k(G,H) : k ∈ N} also have nice expander prop-
erties, assuming a good choice of an auxiliary expander H. In showing that GENn fools permutation
branching programs, we will need stronger properties than this, but this is still a historic lemma worth
discussing.

Lemma 6.1 ([Rei08]). Let G and H be graphs as in Definition 5.6. If we have λ(H) ≤ 0.5, then we
have λ(T k(G,H)) ≤ max{λ(T k−1(G,H))2, 0.5} for all k ∈ N.

Proof. For any λ ∈ [0, 1] and µ ∈ [0, 1],

f(λ, µ) =
1

2
(1− µ2)λ+

1

2

√
(1− µ2)2λ2 + 4µ2 ≤ 1

2
(1− µ2)λ+

1

2

√
(1− µ2)2 + 4µ2

=
1

2
(1− µ2)λ+

1

2

√
(1 + µ2)2 =

1

2
(1− µ2)λ+

1

2
(1 + µ2)

=
1

2
(1− µ2)λ+ 1− 1

2
(1− µ2) =

1

2
(1− µ2)(λ− 1) + 1 = 1− 1

2
(1− µ2)(1− λ)

where f(λ, µ) is the bound on spectral expansion in Lemma 5.8.
Denote λ = λ(Gi−1). Since λ(H) ≤ 0.5, we have

λ(Gi−1 z○H) ≤ 1− 1

2
(1− 0.52)(1− λ) = 1− 3

8
(1− λ) < 1− 1

3
(1− λ)

Thus, we have λ(Gi−1) < (1 − 1
3 (1 − λ))8 by Fact 5.2. When considering the two cases based on

the size of λ, the lemma follows.

• If λ < 0.5, then λ(Gi) < ( 56 )
8 < 0.5.

• If λ ≥ 0.5, we that (1− 1
3 (1− λ))4 ≤ λ and therefore λ(Gi) < λ2.

Beyond remaining a good expander if H is one, T k(G,H) as a random walk matrix is well-

approximated by the tensor of G8k as a random walk matrix with the random walk matrix of the
complete graph on an appropriate number of vertices.

So, the next step of the analysis lies in the recently-developed theory of singular-value (SV) ap-
proximation of matrices [APPSV23], which we aim to overview in this section.

Random walk matrices of regular graphs are ultimately doubly-stochastic matrices: that is, each
entry is non-negative, and each row and column sum to 1. The most natural notion of SV approximation
exists for this specific class of matrices.

Definition 6.2. LetW and W̃ be doubly-stochastic matrices in Rn×n. Then, W̃ is an ε-SV normalized
approximation of W if for all vectors x, y ∈ Rn, we have:

|x⊤(W̃ −W )y| ≤ ε

4

(
||x||2 − ||W⊤x||2 + ||y||2 − ||Wy||2

)
We denote this by W̃

svn
≈ ε W .
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SV approximation is stronger than previous notions of spectral approximation considered in the
literature, including the standard approximation for directed graphs [CKPPRSV17] and unit-circle
approximation for directed graphs [AKMPSV20].

Note the asymmetry between W̃ and W in this definition: the right-hand side makes a reference to
W but W̃ . With this in mind, the use of different test vectors x and y on the left-hand side is crucial
for capturing the asymmetric information in W̃ and W .

Notions of SV approximation exist for arbitrary matrices, and it turns out that we cannot prove
some key properties of SV normalized approximation without more general SV approximation. We
will only discuss the case where we work with specific degree matrices, formed by summing the rows
and columns of a matrix, as part of the approximation.

Definition 6.3. Let A and Ã be any matrices in Rm×n. If we let 1k ∈ Rk denote the vector of all
ones, define Dout = diag(A1n) and Din = diag(A⊤1m). Then, W̃ is an ε-SV approximation of A if for
all vectors x ∈ Rm and y ∈ Rn, we have:

|x⊤(Ã−A)y| ≤ ε

4

(
x⊤(Dout −AD+

inA
⊤)x+ y⊤(Din −A⊤D+

outA)y
)

We denote this by W̃
sv
≈ε W .

Remark 6.4. For doubly-stochastic matrices W̃ and W in Rn×n, W̃
svn
≈ ε W is equivalent to W̃

sv
≈ε W ,

where Din = Dout = In.

Many properties of SV approximation are outlined in [APPSV23]. We list some of the necessary
ones here.

Fact 6.5. Suppose that, for ε ∈ (0, 0.5) and W0, . . . ,Wℓ, we have Wi
svn
≈ ε/2ℓ Wi−1 for each i ∈ [ℓ].

Then, Wℓ
sv
≈ε W0.

Fact 6.6. Suppose that W̃1
svn
≈ ε W1 and W̃2

svn
≈ ε W2. Then, W̃1W̃2

svn
≈ ε+O(ε2) W1W2.

Fact 6.7. Suppose that W̃
svn
≈ ε W and that P is an arbitrary permutation matrix in Rn×n. Then,

PW̃
svn
≈ ε PW and W̃P

svn
≈ ε WP .

However, the following lemma is not given too much attention in the original paper, so we prove it
here for completeness. This is the part where we will need the more general notion of SV approximation.

Lemma 6.8. Let A and Ã be any matrices in Rn×n with Ã
sv
≈ε A, and let M ∈ {0, 1}N×N Then,

M ⊗ Ã
sv
≈ε M ⊗A.

Proof. First, fix any non-negative integers i, j, k, ℓ. Define

Ã′ =

0i×j 0i×n 0i×ℓ

0n×j Ã 0n×ℓ

0k×j 0k×n 0k×ℓ

 and A′ =

0i×j 0i×n 0i×ℓ

0n×j A 0n×ℓ

0k×j 0k×n 0k×ℓ

 .

Then, a simple computation will reveal that the degree matrices are

D′
out =

0i×i 0i×n 0i×k

0n×i Dout 0n×k

0k×i 0k×n 0k×k

 and D′
in =

0j×j 0j×n 0j×ℓ

0n×j Din 0n×ℓ

0ℓ×j 0ℓ×n 0ℓ×ℓ

 .

Letting x = (x0, x1, x2)
⊤ and v = (y0, y1, y2)

⊤ be of the proper dimensions, we get

|x⊤(Ã′ −A′)y| = |x⊤
1 (Ã−A)y1|

≤ ε

4

(
x⊤
1 (Dout −AD+

inA
⊤)x1 + y⊤1 (Din −A⊤D+

outA)y1
)

=
ε

4

(
x⊤

0i×i 0i×n 0i×k

0n×i Dout −AD+
inA

⊤ 0n×k

0k×i 0k×n 0k×k

x+ y⊤

0j×j 0j×n 0j×ℓ

0n×j Din −A⊤D+
outA 0n×ℓ

0ℓ×j 0ℓ×n 0ℓ×ℓ

 y

)

=
ε

4

(
x⊤(D′

out −A′(D′
in)

+(A′)⊤)x+ y⊤(D′
in − (A′)⊤(D′

out)
+A′)y

)
.
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So, Ã′ sv
≈ε A′. These matrices are known as “liftings” of Ã, A, and so we have demonstrated that

SV approximation is closed under arbitrary liftings.

Finally, let Ã1, A1 and Ã2, A2 be disjoint liftings of Ã, A with Ã1
sv
≈ε A1 and Ã2

sv
≈ε A2. By disjoint,

we mean that no entry in some row and some column is non-zero in both A1 and A2 (and the same

goes for Ã1 and Ã2).

Then, Ã1 + Ã2
sv
≈ε A1 +A2 because

|x⊤((Ã1 + Ã2)− (A1 +A2))y| ≤ |x⊤(Ã1 −A1)y|+ |x⊤(Ã2 −A2)y|

≤ ε

4

(
x⊤(Dout,1 −A1D

+
in,1A

⊤
1 )x+ y⊤(Din,1 −A⊤

1 D
+
out,1A1)y

)
+

ε

4

(
x⊤(Dout,2 −A2D

+
in,2A

⊤
2 )x+ y⊤(Din,2 −A⊤

2 D
+
out,2A2)y

)
.

The final expression can be simplified by using the disjointness of the liftings (and thus the degree
matrices).

Taking the tensor product of any M ∈ {0, 1}N×N with Ã, A is simply summing some number of

disjoint liftings of Ã, A. So, M ⊗ Ã
sv
≈ε M ⊗A.

The random walk matrix of an expander graph H approximate the random walk matrix of the
complete graph on |V (H)| vertices, with an error ε that is linearly related to the expansion parameter
λ(H). This intuitively makes sense as expander graphs are meant to be highly “well-connected” and
there is no more “well-connected” graph than the complete graph.

Formalizing this property relies on a weaker form of matrix approximation than SV approximation
known as unit-circle approximation.

Definition 6.9. Let W and W̃ be doubly-stochastic matrices in Rn×n. Then, W̃ is a unit-circle
ε-approximation of W if for all vectors x, y ∈ Rn, we have

|x⊤(W̃ −W )y| ≤ ε

2

(
||x||2 + ||y||2 − |x⊤JNx+ y⊤JNy|

)
Unit-circle approximations were introduced in [AKMPSV20]. This work helped to understand how

fixed-length walks on graph products like the derandomized square product behave. With this as a
goal in mind, they proved the following characterization of expander graphs.

Lemma 6.10 ([AKMPSV20]). Let H be a connected (N,D)-regular graph. Then, H is an (N,D, λ)-

expander graph if and only if H
◦
≈λ JN .

Assuming the above, we obtain the following lemma.

Lemma 6.11 ([APPSV23]). Let H be a connected (N,D)-regular graph. Then, H is an (N,D, λ)-

expander graph if and only if H
svn
≈ 2λ JN .

Proof. Recall that JN is the matrix with 1/N in every entry (i.e., JN is the random walk matrix of
the complete graph on N vertices with a self-loop on every vertex).

By definition, H
svn
≈ 2λ JN if and only if

|x⊤(H − JN )y| ≤ λ

2

(
||x||2 − ||J⊤

Nx||2 + ||y||2 − ||JNy||2
)

=
λ

2
(||x||2 − x⊤JNJ⊤

Nx+ ||y||2 − y⊤J⊤
NJNy)

=
λ

2
(||x||2 − x⊤JNx+ ||y||2 − y⊤JNy)

=
λ

2
(||x||2 + ||y||2 − |x⊤JNx+ y⊤JNy|)

This means that H
svn
≈ 2λ Jn if and only if H

◦
≈λ Jn in terms of the unit-circle approximation.

However, G
◦
≈λ Jn if and only if λ(G) ≤ λ by Lemma 6.10.
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7 Fooling Permutation Branching Programs

To fool an arbitrary-width permutation branching program B with a single accept state, we should
consider its graph representation, which we also denote by B (abusing notation). We will consider
what happens when we apply the ultimate transformation Tn(B,H).

Notice that B (the graph for the branching program) is not entirely a regular graph itself, as is
required of all the graphs in the paper thus far, due to the first layer V0 having no incoming edges and
the final layer Vn having no outgoing edges. We can resolve this by adding “wraparound” or two edges
(labeled 0 and 1) from the i-th vertex in the final layer to the i-th vertex in the first layer (for each i).

Furthermore, in order to perform the first iteration (B z○H)8 in the transformation (and conse-
quently all subsequent iterations), we need the degree of B to match the number of vertices in H. We
can duplicate each edge of B by a factor of D16/2 to resolve this, where the edge labels are simply
made to be strings of length 16 log(D) with the first bit being the original label.

Definition 7.1. Let D be an implicit parameter, which is a power of 2. For a permutation branching
program, let B denote the corresponding layered acyclic graph outlined in Definition 1.3.

Denote by G the graph B with the appropriate “wraparound” from the final to first layer and the
duplications of each edge by a factor of D16/2.

Now, we will show that the final graph product Tn(G,H) that would be used in Reingold’s algorithm
for G is an approximation of a much simpler tensor product Gn ⊗ J . Notice that the power of G in
this tensor product is n, which directly represent the n steps on B or G (from the start vertex to the
final layer) that the output of the zig-zag PRG ultimately aims to emulate.

The following lemma is the key step in such an approximation and may prove to be useful for other
contexts in which the zig-zag product appear.

Lemma 7.2. Let G be a (N,K)-regular graph and let H be a (K,D, λ)-expander graph. Then,

G z○H
svn
≈ O(λ) G⊗ JK

Proof. By Lemma 5.3, we can write

G z○H = (I ⊗H)P (I ⊗H)

where P is the permutation matrix that corresponds to the map RotG.
Similarly, we can write

G⊗ JK = (IN ⊗ JK)P (IN ⊗ JK).

To see why this is true, we argue by basis vectors again (as we did in Lemma 5.3). Since JKv = uK

for any v ∈ RK (i.e., the complete graph mixes immediately), we have

(G⊗ JK)e(v,k) = (G⊗ JK)(ev ⊗ ek) = (Gev)⊗ (JKek)

=

(
1

K

K∑
ℓ=1

ewℓ

)
⊗ uK =

1

K

K∑
ℓ=1

ewℓ
⊗ uK

for all v ∈ [N ] and all k ∈ [K], where w1, . . . , wK are the neighbors of v in G.
On the other hand, if we let (wℓ, ℓ) = RotG(v, ℓ) for each ℓ ∈ [K], we have

(IN ⊗ JK)P (IN ⊗ JK)e(v,k) = (IN ⊗ JK)P (IN ⊗ JK)(ev ⊗ ek) = (IN ⊗ JK)P (ev ⊗ uK)

= (IN ⊗ JK)P

(
1

K

K∑
ℓ=1

ev ⊗ eℓ

)
=

1

K

K∑
ℓ=1

(IN ⊗ JK)P (ev ⊗ eℓ)

=
1

K

K∑
ℓ=1

(IN ⊗ JK)Pe(v,ℓ) =
1

K

K∑
ℓ=1

(IN ⊗ JK)ewℓ,ℓ

=
1

K

K∑
ℓ=1

(IN ⊗ JK)(ewℓ
⊗ eℓ) =

1

K

K∑
ℓ=1

ewℓ
⊗ uK .
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Two NK-by-NK matrices are equivalent as operators if and only if they act the same on the
complete set of basis vectors {e(v,k) : v ∈ [N ], k ∈ [K]}. Thus, G⊗ JK = (IN ⊗ JK)P (IN ⊗ JK).

Now, by Lemmas 6.11 and 6.8, we get

IN ⊗H
svn
≈ 2λ IN ⊗ JK .

Then, by Fact 6.7, we get

P (IN ⊗H)
svn
≈ 2λ P (IN ⊗ JK).

Finally, by Fact 6.6, we get

(IN ⊗H)P (IN ⊗H)
svn
≈ 2λ (IN ⊗ JK)P (IN ⊗ JK).

So, G z○H
svn
≈ O(λ) G⊗ JK , as desired.

Theorem 7.3. Let G be a (N,D16)-regular graph and H be a (D16, D, λ)-expander graph. Then,

Tn(G,H)
svn
≈ δ Gn ⊗ J

where δ = O(λ logn). Recall that J is the random walk matrix of an appropriately-sized complete graph
with a self-loop at every vertex.

Proof. Let K = D16, the number of vertices in H and the degree of G. Throughout this proof, let
Gk = T k(G,H), for simplicity.

By Lemma 7.2, for any k ∈ N, we can write

Gk−1 z○H
svn
≈ O(λ) Gk−1 ⊗ JK .

However, we need to take the eighth power of these graphs now. We know (Gk−1⊗J)8 = G8
k−1⊗J

because we have

(Gt
k−1 ⊗ JK)(Gk−1 ⊗ JK) = (Gt

k−1G)⊗ (JKJK) = Gt+1
k−1 ⊗ JK

for all t ∈ N.
Moreover, Fact 6.7 implies that SV approximation is closed under powering graphs a constant

number of times (up to a constant factor). Since Gk = (Gk−1 z○H)8 by definition, we get

Gk
svn
≈ O(λ) G

8
k−1 ⊗ JK .

If we repeatedly do this, we find

Tn(G,H) = Glog8(n)
svn
≈ O(λ) G

8
log8(n)−1 ⊗ JM

svn
≈ O(λ) G

64
log8(n)−2 ⊗ J⊗2

M

svn
≈ O(λ) · · ·

svn
≈ O(λ) G

n
0 ⊗ J⊗ log8(n) = Gn

0 ⊗ J .

Here, J⊗i
K represents JK tensored with itself i times. It is equal to an appropriately-sized matrix

J itself.
This approximation is exactly what we wanted as we can then apply the quasi-triangle inequality

from Fact 6.5.

Before we proceed to the final analysis of our zig-zag PRG, we need a good expander graph H to
couple with G. The Margulis-Gabber-Galil expanders [GG81] are a class of strongly explicit expanders
that will prove useful for this specific task.

Theorem 7.4. There exists some positive real number λ∗ < 1 and a strongly explicit family H of
(n2, 8, λ∗)-expander graphs with consistent one-way labelings.
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The graph is constructed with the abelian group Zn×Zn as the vertex set, where each vertex (a, b)
is connected to the vertices

(a+ 1, b), (a− 1, b), (a, b+ 1), (a, b− 1), (a, a+ b), (a, a− b), (a+ b, b), (a− b, b)

Such a graph can be naturally equipped with a consistent one-way labeling because each vertex’s
outgoing edges are based on invertible operations. Recall that powering a graph with a consistent
one-way labeling yield another graph with a consistent one-way labeling.

Powering these graphs will improve the spectral expansion parameter properties of these graphs
(since λ∗ < 1) at the sacrifice of greater degree. Concretely, this is captured with the following.

Corollary 7.5. For all constants λ ∈ [0, 1), there exists some D = poly(1/λ) such that there is an
explicitly computable (D16, D, λ)-expander graph H with a consistent one-way labeling.

Proof. Let D = 23t, where t is an integer parameter based on n and ε to be chosen later. Since D16 is
a perfect square, we can take an (D16, 8, λ∗)-expander graph H0 from the explicit family guaranteed
by Theorem 7.4. Note that λ∗ < 1 is a constant.

Take the t-th power of the graph H0, defining it as H = Ht
0. Then, H is a (D16, 23t, λt

∗)-expander
graph. If we pick t to be the unique integer such that

log(λ)

log(λ∗)
≤ t ≤ log(λ)

log(λ∗)
+ 1,

then λt
∗ ≤ λ. Since D = 23t, H is a (D16, D, λ)-expander graph.

Finally, D is not too large as required. Since λ∗ is some constant smaller than 1, we have

D = 23t ≤ λ3/ log(λ∗) · 23 ≤ O

(
1

λ

)3/ log(1/λ∗)

≤ poly

(
1

λ

)
.

The main theorem now follows from what we have discussed so far by applying Theorem 7.3 to G
and this expander graph H.

Proof of Theorem 1.10. By Corollary 7.5, we are guaranteed a (D16, D, λ)-expander graph H, where
λ = O(ε/ log n) and D = poly((log n)/ε), which is computable in polylog(D) time and O(log(D)) space.

Let G be the graph representation of an arbitrary width-w length-n permutation branching program
B with a single accept state, with the proper “wraparound” and edge duplication as in Definition 7.1.
Let s denote the vertex which is the start state of the program, and let t denote the vertex which the
accept state of the program.

By Theorem 7.3, assuming the appropriate implicit constant was chosen in our choice of λ, we have

Tn(G,H)
svn
≈ 2ε G

n ⊗ J .

If V is the vertex set of G, then let V ×A denote the vertex set of Tn(G,H) (and thus of Gn ⊗ J).
Let u be the vector in RV×A that is uniform on {s} × A, let v be the vector in RV×A that is the
indicator of {t}×A. Define x = |A|1/2 ·u and y = |A|−1/2 · v to be the normalizations of these vectors
in RV×A with the standard Euclidean norm.

Now, we compare the quantities u⊤(Tn(G,H))v and u⊤(Gn ⊗ J)v.

• u⊤(Tn(G,H))v is the probability that a random step starting uniformly at random in {s}×A on
Tn(G,H) ends in {t}×A. So, it is also the probability that the permutation branching program
B accepts a pseudorandom string arising from a uniform random step on Tn(G,H).

• u⊤(Gn ⊗ J)v is the probability that a random step starting uniformly at random in {s} ×A on
Gn ⊗ J ends in {t} × A. So, it is also the probability that the permutation branching program
B accepts a uniform random string arising from a uniform random step on Gn ⊗ J .

So, we want to bound u⊤(Tn(G,H)−Gn ⊗ J)v above by ε. Since x and y are normalized vectors,
we have

|u⊤(Tn(G,H)−Gn ⊗ J)v| = |x⊤(Tn(G,H)−Gn ⊗ J)y|

≤ 2ε

4

(
||x||2 − ||(Gn ⊗ J)⊤x||2 + ||y||2 − ||(Gn ⊗ J)y||2

)
≤ ε

2
(1− 0 + 1− 0) = ε.

Finally, by Fact 4.5, the seed length of GENn is O(logn logD) or O(logn ·(log logn+log(1/ε))).

19



8 Comparison to the INW Generator

Recall that the original proof of Theorem 1.10 involved the INW generator [HPV21].

Definition 8.1. Let H be a family of graphs such that, for each k ∈ N, there is some Hk ∈ H which is

a (2Dk, D)-regular graph with a one-way labeling. Define INWk : {0, 1} × [D]k → {0, 1}2k inductively
in the following way.

• For k = 0, INW0(a) = a

• For k ∈ N0, INWk+1(v, e) = (INWk(v), INWk(Hk+1[v, e])).

Then, the INW generator is INWO(logn) for some appropriate implicit constant.

A good way to analyze the INW generator is to make use of another graph product called the
derandomized square product [RV05].

Definition 8.2. Let G be a (N,K)-regular graph with a consistent one-way labeling, and let H be
a (K,D)-regular graph with a one-way labeling. Then, the derandomized square product G s○H is
defined to be the (N,KD)-regular graph with

(G s○H)[v, (i, j)] = G[G[v, i],H[i, j]]

Lemma 8.3. Let G be a (N,D)-regular graph with a consistent one-way labeling, and let H be a
(K,D)-regular graph with a one-way labeling. Then, G s○H has a consistent one-way labeling.

Proof. By definition, we have (G s○H)[v, (i, j)] = G[G[v, i],H[i, j]]. To prove that G s○H has a consis-
tent one-way labeling, fix (i, j) and suppose that (G s○H)[u, (i, j)] = (G s○H)[v, (i, j)].

It suffices to show that u = v. Indeed, we have

G[G[u, i], H[i, j]] = G[G[v, i], H[i, j]]

As G has a consistent one-way labeling, we get G[u, i] = G[v, i]. Again, using the fact that G has
a consistent one-way labeling, this implies that u = v, as desired.

We can formulate a statement similar to Theorem 5.7 for the INW generator in the context of a
graph product called the derandomized square product.

Definition 8.4. Let G be an (N,D16)-regular graph with a consistent one-way labeling and let H be
a family of graphs such that, for each k ∈ N, there is some Hk ∈ H which is a (2Dk, D)-regular graph
with a one-way labeling. We define a sequence {Uk(G,H) : k ∈ N0} inductively in the following way:

• U0(G,H) = G

• Uk(G,H) = Uk−1(G,H) s○Hk for each k ∈ N

Theorem 8.5. Let G and H be graphs as in Definition 8.4. Then, for all k ∈ N0, we have

Uk(G,H)[v, e] = G2k [v, INWk(e)]

On the surface, the INW generator and the zig-zag generator are different. For instance, the
INW generator uses a whole sequence of expander graphs whereas the zig-zag generator uses just one
expander.

Additionally, most of the seed for the zig-zag generator comes from sampling a uniform random
auxiliary vertex on the final graph product Tn(G,H) while the seed for the INW generator is entirely
composed of a random step on the final graph product UO(logn)(G,H). The vertex set grows with
repeated applications of the zig-zag product while the degree stays constant: the opposite is true of
the derandomized square product.

However, the question of whether it is possible that the two generators could be unified in some
way is also worth considering. The relationship between the generators may lie in an already-known
relationship between the derandomized square and zig-zag products, also due to Rozenman and Vadhan
[RV05].
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Definition 8.6. Let G be a (NK,D)-regular graph on vertex set. The projection graph P (G) is a
(N,KD)-regular graph, where

P (G)[v, (a, i)] = G[(v, a), i]1

where the right-hand side refers to the first component of the a-th neighbor of (v, x) in G. Note that
labeling above is not necessarily consistent.

Proposition 8.7. Let G be a (N,K)-regular graph, and let H be a (K,D)-regular graph. Then, the
projection graph P ((G z○H)2) is equal to the graph obtained from (G s○H)2 by duplicating each edge
K2 times.

Given this, it could be the case that the INW generator is a special case or projection of the zig-zag
generator. Further research is required.
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